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1 Research Interests

My research is geared towards interaction management
in spoken dialogue systems. Specifically, I am inter-
ested in the fine-grained timing of dialogue and dialogue-
related phenomena. For a dialogue system to achieve the
level of timing that I think is necessary for good dialog
behaviour, it is necessary for the system to run incremen-
tally, that is, to process the user’s utterance while it is
ongoing, and to come up with partial conclusions about
what the user is saying, what the system should answer
and how certain this is. Going one step further, I am also
interested in proactively building hypotheses about the
near future, generating output, that is, to predict a short
distance into the future in order to overcome delays or to
–gasp– cut short the user. While traditionally the system
could only be sluggish or fast enough, a proactive system’s
timing must try to temporally align to the user (or to delib-
erately break the alignment). I believe that prosody plays
a vital role in everyday conversation and that it is still
too often ignored due to a prevalence of written language
and a turn-taking paradigm based on ping-pong-style in-
teraction. I believe that a leap in spoken dialogue systems
design and performance will result from considering more
fine-grained timing and prosodic information across the
board and more generally from a dense coupling in the
SDS’ architecture.

1.1 Incremental Processing and Evaluation

In a modular system, an incremental module is one that
generates (partial) output while input is still ongoing. I
have thoroughly investigated the evaluation of such incre-
mental processors, (Baumann et al., 2011). The metrics we
developed deal with how often hypotheses change (every
change means that consuming modules have to re-process
their input) and describe timing properties of events rel-
ative to their ideal detection. In incremental processing,
there is a trade-off between the timing, the quality, and the
stability of hypotheses: The earlier we hypothesize, the
more likely the hypothesis is wrong, and the more often
we may have to revise before arriving at a correct result.

I showed this influence for incremental ASR derived a
measure of certainty from the different timing measures
and also devised algorithms that improve these incremen-
tal properties for iASR using generic filtering mechanisms

(Baumann et al., 2009a). Together with my colleagues, we
applied the work on evaluation of incremental components
to other areas such as semantic interpretation (Heintze et
al., 2010), incremental reference resolution (Schlangen
et al., 2009), and to n-best processing (Baumann et al.,
2009b). As part of our venture into incremental analysis,
we built a toolkit to process and visualize incremental data
(Malsburg et al., 2009), and the incremental processing
toolkit INPROTK (Baumann and Schlangen, 2012b).

1.2 Predictive Processing

In an SDS, some processing latencies are inevitable.
Hence, for reactions to be right on time, they must be
issued before the fact. In other words, for natural inter-
action, an SDS must anticipate future events (e. g. that a
back-channel or speaker change will be required soon) and
predict when exactly to react. I am particularly interested
in the micro-timing of these predictions, and built a sys-
tem that synchronoulsy completes words (and full turns)
while the speaker is still speaking them (Baumann and
Schlangen, 2011), showing that end-to-end incremental
processing is possible in real time. I believe that good sys-
tem timing no longer means “as quickly as possible” but
that precise timing will become possible and important.

1.3 Incremental Speech Synthesis

Recently, I have worked on incremental, just-in-time
speech synthesis, showing that a system can start speaking
with very little utterance-initial processing (Baumann and
Schlangen, 2012a) which leads to better system response
times and allows for more natural behaviour (Buschmeier
et al., 2012). In our approach, synthesis is tightly inte-
grated into the SDS data structures, allowing for seamless,
immediate, and on-the-fly adaptation of system utterances.

1.4 Future Work

I plan to further improve the ‘conversational’ capabilities
of speech input, and output for SDS, further working on an
integrated architecture for the whole system and including
issues such as integrating other modalities and improving
prosodic processing for improved naturalness.



2 Future of Spoken Dialogue Research

I believe that in the future, dialogue systems will appear
as conversational assistants in many areas, such as hos-
pitals, for elderly people, in tutoring (not only for foreign
language learning, but in all areas), and one of the natural
interfaces of general-purpose life-long digital assistants.

Such a digital assistant will likely appear in multiple
modalities. Often, blending multiple modalities will be
the method of choice, calling for a thought-out way of
integrating speech input and output into one multi-modal
system.

While human-like behaviour is not needed or could
even distract in simple task-oriented systems, human-like
behaviour may be more important for future applications,
as they will be less recognized as tools but as real in-
terlocutors. For better intuitivity, interaction behaviour
(turn-taking, and -yielding, understanding and hinting be-
low the content level) must be improved.

3 Suggestions for Discussion
VUI or SDS? Apple’s Siri has shown the tremendous

success that a well-designed speech application can
have. However, Siri is ‘just’ a VUI rather than a
full SDS and far from being a conversational agent.
However, airplanes only ever took off when engineers
stopped trying to flap their wings. How much natural-
ness will be required for future SDSs? Is naturalness
really the key to successfull dialog applications?

Turn-by-turn vs. continuous interaction: Engineers of
applied dialogue systems think of “barge-ins” when
they talk about flexibility in their system’s turn-taking
scheme. While the turn-by-turn paradigm helps to
arrange contributions to dialogue conceptually, I be-
lieve that it is becoming a handicap in dialogue re-
search and development, as it barely reflects “real” di-
alogue, in which people constantly interact, give feed-
back about understanding, consent, etc. with much
of this interaction happening on the sub-word level.

SDSs as tools for language research: In the past, a lot
has been learned from dialogue transcripts and later
from systematically and on-the-fly altering chat in-
teractions (e. g. with the DiET toolkit). Will it be
possible to apply similar alterations to spoken in-
teractions in the near future? If so, what could be
learned from manipulated spoken dialogue?
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